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EXECUTIVE SUMMARY 

 

 

 

 

Analysis of Environment Agency rainfall records for England and Wales from 1990 to 2010 
shows a definite upward trend in the rain rate exceeded for 0.01% time, as used for fixed-link 
assignments.  The trend over this 20-year period is upward everywhere in these countries. 

Ofcom's current rain map tends to over-estimate the 0.01% rate, compared to the 20-year 
trends found in this study at the time the Ofcom map was brought into use in 2001.  The 
degree of over-estimation has since been reduced by the rising 0.01% rates.  By 2015 the 
Ofcom map is expected to still over-estimate the 0.01% rate over the majority of the 
countries, although there will then be significant areas where the opposite is true. 

The distribution of 0.01% rain rates over England and Wales found by this study differ 
considerably from the current Ofcom rain map.  There is some concern about the method of 
analysis used in the underlying study by Bath University.  At present there is no immediate 
need to change the Ofcom rain map on the grounds that increasing rain rates are resulting in 
higher link outages than intended, but it could be justified to avoid under-utilising spectrum 
where rain rates are currently over-estimated.  

It is suggested that the topic is sufficiently important to merit wider consultation.  No rain 
data after 2010 was available for this study.  The software and methods developed for the 
present work would facilitate an extension to include later measurements. 

 

Note: The rain-gauge data used in these studies was provided to Ofcom by the Environment 
Agency. The research work was conducted by dB Spectrum Services Limited under Ofcom 
Contract No.796  and the research and findings are completely independent of the 
Environment Agency.  
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1. INTRODUCTION 
Ofcom wishes to determine whether climate change is having a sufficiently large effect on 
rain rates exceeded for 0.01% of time in the UK that the rain map used to calculate fade 
margins for microwave links should be revised.  For this purpose Ofcom obtained rainfall 
data from the Environment Agency covering England and Wales from 1904. 

The objective of the study is to determine whether there are statistically-significant trends in 
the 0.01% rates.  It is expected that any such trends will differ at different locations. 

This main body of the progress report is intended to be concise, with the emphasis on results 
and conclusions.  Details of data and analysis methods are contained in annexes. 

 
2. TIMETABLE 
The data files were delivered to the project on Monday 12 March 2012.  The project kick-off 
was held on Thursday 15 March 2012.  Having the data a few days before allowed some 
preliminary observations to be made at the kick-off meeting, particularly that only England 
and Wales is covered, and that there was no data, at that time, for Wiltshire, Somerset and 
Dorset.  Ofcom reported this to the Environment Agency, and the missing data file was 
received on Saturday 24 March 2012. 

This Progress Report was delivered to Ofcom a few days before the Progress Meeting on 
Monday 14 May 2012. 

 
3. DATA INSPECTION AND FILTERING 
The data occupies somewhat over 5 Gbytes of disk space.  Visual inspection was limited to 
samples, since viewing all of it would have been impracticable.  Special software was written 
to scan the data files to report general statistics, and to draw attention to issues requiring 
further investigation.   

In general the data quality was found to be consistent with automated compilation.  
Discrepancies typical of manually-assembled data were largely absent.  On the other hand the 
meta-data was incomplete; numerous details have to be inferred.  Each data entry does have a 
quality code, although not all of these are defined, and some are difficult to interpret.  
Another issue is that several blocks of results are duplicates, that is, exactly the same data 
appears more than once, so de-duplication is necessary.   

A different type of duplication is that there are several cases where data has been recorded 
from more than one gauge at the same location.  To have records from different gauges which 
should be receiving very similar rainfall was found to be useful redundancy. 

A description of the data appears in Annex A, with samples of the various conventions used 
to record data.  It would appear that the main motivation for collecting and collating the data 
was to obtain total rainfall records.  Only part of the data can be used to obtain rain rates 
exceeded for 0.01% of an average year, the subject of this study.  Thus some data filtering 
was necessary at an early stage in the analysis process.  This is described in Annex B. 
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4. ANALYSIS 
Annex C gives details of the several stages of the data analysis.  A number of different 
computer programs were written, partly to test different analysis methods, but primarily to 
separate the analysis stages.  Intermediate results were written to computer files by one 
program and read by another.  This allows intermediate results to be inspected.  It can also 
save time when re-running a particular stage.  Some analysis operations take several hours, 
and it is helpful not to have to run everything from the start each time. 

The intermediate results are part of the project deliverables.  Annex D describes these files 
and the sub-folders in which they are delivered. 

The project requires rainfall trends to be examined over a period of 20 years.  Data was 
actually analysed for the years 1990 to 2010 inclusive, giving a 21-year sequence.  No data 
was available for years later than 2010. 

For each complete one-year period for which data could be analysed at a given location the 
rain rate in mm/h exceeded for 0.01% of the year was calculated.  This quantity is given the 
symbol 𝑅01 . 

Annex E shows colour-coded maps showing gauge locations and the associated 𝑅01 values.  
These show the variable geographic coverage of the data, which before the year 2000 is less 
than would have been desirable. 

In view of this, spatial averaging of 𝑅01 was conducted for each of the 21 years as the next 
stage in the data processing.  Annex F shows colour-coded interpolated maps for each year.  
Temporal trends in 𝑅01 values were then extracted from corresponding locations in each of 
the 21 interpolated maps. 

Finally, "trend maps" were compiled from the 𝑅01 trends for all years from 1990 to 2015, the 
last few involving a small element of prediction. 
 
5. RESULTS 
The following sub-sections described the main features of the analysis results.   

5.1 Temporal trends 

The temporal trend at a given location was obtained by selecting the 𝑅01 values from the 
spatially-interpolated maps for each year from 1990 to 2010. 

Figure 1 shows results for London.  The red dots are the 𝑅01 values obtained from the 21 
interpolated maps at TQ 300 180 plotted against the year.  The blue line is a linear fit to the 
data obtained by least-square regression, that is, the sum of the discrepancies in 𝑅01 has been 
minimised.  The two curved lines represent an estimate of the 95% confidence interval 
calculated using the Student-t test.  According to this test, there is a 2.5% probability that the 
underlying variation lies above the upper confidence line, and the same probability that it is 
below the lower confidence line. 



 Page 6 of 62 
 

The trend and confidence-interval lines have been extended to 2015.  The confidence interval 
becomes wider with increasing distance from the source data. 
 

 
Figure 1.  Temporal trend at London 
 
Temporal trends were analysed at 18 locations distributed throughout England and Wales.  
The graphs are reproduced in Annex G.  In all cases the least-squares trend line increased 
during the 21 years considered. 

Figure 2 shows the 18 locations.  The numbers below each place name give the increase in 
𝑅01 in mm/h between 1990 and 2010.  The lowest increase is at Newcastle, where 𝑅01 rose 
1.0 mm/h, and the highest at Dover where it rose 10.0 mm/h. 
 

 
Figure 2.  Increases in 𝑹𝟎𝟏 at locations in England and Wales 
 
The temporal trends thus provide a clear answer the a central question of the study.  During 
the last 21 years, 𝑅01 values have been increasing in England and Wales. 
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5.2 Trend rain maps 

Figure 3 shows maps of 𝑅01 obtained at 5-year intervals from the trend lines at 10-km 
intervals in the interpolated maps shown in Annex F.  The colour-coding and scale values are 
the same as in Annexes E and F.  The total range of 𝑅01 in each of these maps is less than the 
source data due to both spatial and temporal smoothing.  The spatial variability may still be 
higher than might be wished for use in actual fixed-link assignment, but these maps are in a 
form suitable for comparison with other rain maps.  Increasing 𝑅01 values are evident from 
the progressive change in the colouring. 

 
Figure 3.   Rain maps obtained from trends at 5-year intervals. 
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5.3 Temporal trends and rain intensity 

The temporal-trend graphs in Annex G give the impression that high slopes are associated 
with high rain intensities.  This is also observed in the trend maps shown in figure 3, where 
four colours are used to code 𝑅01 for 1990, whereas six are needed for 2015. 

Clearly, higher trend slopes will produce higher values of 𝑅01 in successive years.  The 
correlation between trend slope and 𝑅01 is consistent with the current trends having been 
established earlier than 1990. 

To confirm the situation in the years covered by the present study, figure 4 shows all trend 
lines at 10-km intervals within the 700-km square under consideration.  The plotted lines 
have largely coalesced, but it is clear that the range of 𝑅01 is increasing.  This is consistent 
with the theory that global warming will generate more extreme weather events. 
 

 
Figure 4.  Trend lines at all 10-km intervals 
 
Figure 5 shows similar results in a different form.  Each point in the graph plots a trend slope, 
in mm/h per year, plotted against the trend value of 𝑅01 in 2000.  Although the points are 
scattered, there is a clear tendency for slope to increase with 𝑅01 , confirming that high trend 
slopes are associated with high values of 𝑅01.  There is no negative slope value.  Thus, at 
least at 10-km resolution, 𝑅01 increases everywhere in England and Wales. 

 
Figure 5.  Temporal trend slopes plotted against trend 𝑹𝟎𝟏 in 2000 
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The foregoing results allow the last sentence in section 5.1 to be expanded.  During the last 
21 years, 𝑅01 values have been increasing in England and Wales, and the range of 𝑅01 values 
has also been increasing. 

 
6. COMPARISON WITH OTHER SOURCES 
Partly in the interests of quality assurance, and also because comparison with Ofcom's current 
rain map used for fixed-link assignment is an important issue, the following sub-sections 
compare the results reported in section 5 above with alternative sources. 

6.1 Paper from Hull University 

The most direct comparison is with an analysis of the same data by Kevin Paulson [1] of Hull 
University, from which figure 6 is reproduced.  The regression line plotted over the green 
error bars shows the trend in rain rates exceeded for 0.01% time, and is similar in amplitude 
and slope to those found in the present study.  Exeter and Keswick (Annex G, figures G.2 and 
G.3 respectively) are the most similar . 

 
Figure 6.  Temporal trends from Hull University 
 

The principal value of this comparison is quality assurance.  The two analyses are completely 
independent.  There are several stated analysis details in the Hull work which differ, and 
there are many unstated issues such as data-filtering and geographic coverage on which it is 
unlikely that the two studies match, but very similar results appear to have been produced.  
This provides assurance that neither study has significant systematic errors. 
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6.2 ITU-R global rain-climate model 

The ITU-R Working Party 3J maintains a global rain-climate model described in 
Recommendation P.837-5 [2], the current version released in 2007.  The associated data files 
provide parameters at 1.125 degree intervals of latitude and longitude from which rain rates 
exceeded for given percentage times can be calculated.  The parameters are derived from 
weather forecasting models rather than directly from measurements.  The recommendation 
states that local long-term measurements of rainfall with a 1-min integration time should be 
used if available; in other words, direct local measurements are preferable. 

Rain rates exceeded for 0.01% time across England and Wales obtained from the P.837-5 
data files are systematically higher than any of the rain maps generated from the temporal 
trends identified in this study.  To facilitate the comparison, figure 7 shows the trend map for 
2015 compared to the ITU map.  Both maps are plotted with the same colour coding to 
indicate 𝑅01 .  The trend map for 2015 is selected to reduce the difference between the maps, 
allowing a useful amount of detail with both using the same colour coding. 

 
Figure 7.  Trend map for 2015 compared to P.837-5  

 

By taking the trend map a few years into the future, the two maps just overlap in values.  
Over north London and south of the Wash the light blue is common to both plots, showing 
that they differ by less than 4 mm/h.  In all direction from East Anglia the ITU values 
increase more rapidly than in the 2015 trend, and with considerably less spatial detail.  The 
ITU source data points are spaced about 125 km south-north, and at the latitude of London 
about 80 km west-east. 

The tendency for P.837-5 to over-estimate UK rainfall intensity for high rain rates was noted 
in a UK contribution to Working Party 3J [3]. 
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6.3 Current Ofcom rain-map 

The most important comparison within the context of this present study is with the rain map 
Ofcom currently uses for fixed-link assignments.  This was brought into use in 2001.  It is 
largely based on work by Bath University reported in 2001 [4].  Two sources of rainfall data 
were used covering 1986 to 2000 in total.  The map produced by Bath showed artefacts in the 
North Sea, and in Kent and the English Channel leading to very rapid changes to 𝑅01 .  The 
means used to reduce these effects and to extend the map to cover a wider area, resulting in 
the current Ofcom map, are described in [5]. 

Figure 8 shows the comparison between a rain map based on the temporal trends reported in 
Section 5 above and the current Ofcom rain map.  The trend map is for the year 2000, 
corresponding to the last year of data used in the Bath study.  The tendency towards steps in 
the light/dark blue contour in the North Sea and in Kent and the Channel reveals the partially-
suppressed artefacts. 
 

 
Figure 8.  Trend map for 2000 compared to current Ofcom rain map  

 

Table 1 gives the ranges of values contained in the maps shown in figure 8. 

Table 1.  Ranges of 𝑹𝟎𝟏 in 2000 trend map and Ofcom's rain map 

 𝑅01 
Minimum Maximum Range 

Trend map for 2000 18.1 28.5 10.4 
Ofcom rain map 18.6 42.3 23.7 

 

The two maps have similar minima, but the Ofcom rain map has more than twice the range of 
𝑅01 values.   
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The Bath study used two source of rainfall measurements.  The Solid State Event Recorder 
(SSER) data is thought to be the same as used in the present study.  In the Bath study these 
measurements were supplemented by 1-hour rainfall totals from the British Atmospheric 
Data Centre (BADC).   

The method of analysis in the two studies differ in several ways.  The present study made no 
use of measurements collected over more than 15 minutes, and it used a method described in 
Annex C, Section C.2, to estimate the most likely tip times and extract 1-minute rain rates.  
The Bath study made extensive use of 1-hour rainfall measurements, and both derived and 
used factors to convert from 1-hour and 5minute records to 1-minute data. 

The Bath report also does not refer to any extraction of temporal trends.  Results are derived 
from sub-sets of results covering periods from 3 to 7 years. 

With these differences some discrepancies in results are to be expected.  It is suggested that 
the larger range of the Bath 𝑅01 values might at least partially result from year-to-year 
variations not being removed. 

Another possibility, and this is mentioned purely on a conjectural basis, is not taking account 
of the issue illustrated in Annex B, figure B.1.  If an implied or explicit zero-F report is 
interpreted as no rainfall in the associated reporting period, then higher rain rates will be 
calculated.  This may be a fundamental point concerning the interpretation of tipping-bucket 
rain-gauge data which has escaped general attention; if so, it would merit more widespread 
discussion. 

Turning back to the question of whether the current Ofcom rain map needs to be changed, the 
more useful comparison with trend maps in this present study needs to be the present, or a 
few years into the future.  Figure 9 shows the same comparison as before, except that the 
trend map is now for the year 2015.   

 
Figure 9.  Trend map for 2015 compared to current Ofcom rain map  
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The two maps are now more similar.  The lowest values in the trend map have increased by 
only a small amount, and are now slightly higher than the lowest values in the Ofcom map.  
There is a still a significant discrepancy in the highest values, and in the geographic 
distributions of 𝑅01 . 

Table 2 gives the ranges of values contained in the maps shown in figure 9. 
 

Table 2.  Ranges of 𝑹𝟎𝟏 in 2015 trend map and Ofcom's rain map 

 𝑅01 
Minimum Maximum Range 

Trend map for 2015 19.4 33.9 14.5 
Ofcom rain map 18.6 42.3 23.7 

 

Figure 10 plots the difference between the two maps.  The colour coding now gives the 
Ofcom value of 𝑅01 minus the 2015 trend map value of 𝑅01 .  The Ofcom map gives higher 
values for light green and higher colours.  Dark green and blues show areas where the Ofcom 
map gives lower values. 

 

 
Figure 10.  Ofcom map minus trend map for 2015 
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7. RISK FACTORS ARISING FROM TEMPORAL TRENDS 

There are various ways the effect of increasing 𝑅01 values on microwave links can be 
illustrated.  Figure 11 is based on hypothetical links being assigned a fade margin at year 0 to 
achieve 0.01% outage.  The fade-margin calculation is made only for rain attenuation, no 
sleet model is used, and there is no calculation of clear-air fading. 

Four frequencies have been assumed, each with a typical link length for that band.  The 
values of 𝑅01 and its rate of change for Newcastle and Dover were used for calculation, these 
being the extremes found in thus study.  The graphs then show how the outage will vary 
based on the P.530 rain model.  In reality, the outage actually experienced by links varies in 
accordance with the actual rain intensity, which has large spatial and temporal variability. 

All four graphs are similar.  The increase in specific attenuation with frequency is 
compensated by the shorter path lengths.  The somewhat larger effect at the lowest frequency, 
6 GHz, would be reduced by the addition of a clear-air fading element in the fade margin. 

 

 
Figure 11.  Increasing outage due to an upward trend in 𝑹𝟎𝟏 
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8. CONCLUSIONS 
Some conclusions from this study are clear: 

i) Between 1990 and 2010 the rain rates exceeded for 0.01% of each year showed an 
upward trend everywhere in England and Wales, with rates of change between 0.05 and 
0.5 mm/h per year. 

ii) The higher rates of change tend to occur in the geographic regions with higher 0.01% 
rain rates.  As a result, the regional range of 0.01% rain rates is increasing.  In other 
words, areas with extreme rain events are progressively experiencing increasingly 
extreme events. 

iii) The current Ofcom rain map, which was put into use in 2001, gives higher 0.01% rain 
rates than the 20-year trends identified in this present study when applied to the year 
2000 almost everywhere in England and Wales.  The minima of these two maps are 
similar, at about 18 mm/h, but the Ofcom maximum is about 42 mm/h compared to the 
2010 trend maximum of about 28 mm/h.  The two maps predict significantly different 
regional distributions. 

iv) The rain map predicted for 2015 based on the 20-year trends identified in this present 
study is broadly comparable to the Ofcom rain map, although the Ofcom map still gives 
higher 0.01% rates over the majority of England and Wales.  The differences are plotted 
in figure 10 above. 

 

Ofcom will need to consider whether, or at what point, to revise the rain map used for fixed-
link assignments to account for increasing 0.01% rain rates.  This study has not shown that 
the present map has yet been "overtaken" by the increasing rates.  From the evidence found 
here, the present map tended to over-estimate the 0.01% rates at the time it was brought into 
use in 2001, and is still doing so in 2012 over most of England and Wales.  However, 
increasing 0.01% rates are reducing this tendency. 

There could be concern at the differences between the Ofcom map and the regional 
distribution of 0.01% rates found by the present study.  From the comparison reported in 
section 6.1 above there is some independent corroboration of the analysis reported here.  
There are also some concerns as to the analysis methods used in the Bath study.  It is possible 
that these could be resolved with more information from that work.  The interpretation of 
zero-tip reports, discussed in annex B in connection with figure B.1 and mentioned in section 
6.3 above, is thought to be of sufficiently important to merit wider discussion. 

At present there is more justification for updating the current rain map on the grounds that it 
over-estimates 0.01% rates, which results in spectrum being under-utilised.  On the basis of 
current trends, at some point from 2015 onwards there will be justification for the change on 
the basis of under-prediction of rates in some areas. 
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9. FURTHER WORK 
The Environment Agency rainfall data files are a valuable resource.  Although it is believed 
that the present study has analysed them effectively, further investigation into the 
interpretation of the data records might enable more gauge-years of data to be extracted.  This 
would be particularly valuable if it produced better regional cover prior to 2000. 

It would also greatly improve any new rain map if data from rain gauges in Scotland and 
Northern Ireland could be included in future work. 

The software written for this project largely automates the analysis process.  The same 
programs could be exploited efficiently to supplement the current results from additional 
inputs.  There are clear upward trends in rain rates exceeded for 0.01% time, which could be 
viewed as justification for updating the analysis periodically. 
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ANNEX A 

DESCRIPTION OF ENVIRONMENT AGENCY DATA FILES 
 
 A.1 Coverage 

The Environment Agency files are organised to cover UK regions.  They are referred to here 
as 'Region Files'. 

Figure A1 shows the locations of the various rain-gauge stations for which data were 
provided. 

 
Figure A.1.  Regions covered by Environment Agency files 

 

The last file in the list is numbered out of alphabetic order because it was missing from the 
original delivery.   

Two numbers are indicated for the south-west (Devon and Cornwall) and the south-east 
(Kent and East Sussex) regions, since the station locations are intermingled.  In both cases the 
pair of files could be combined into one, but this has not been done.  The association between 
stations and their regions has no role in the data analysis. 
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 A.2 File description 

The region files contain text (as opposed to binary data).  Each region 
file, the names of which are listed in figure A.1, has the structure 
shown in figure A.2.  In this diagram, text in italics is descriptive.  
Non-italic text represents file content. 

Each file contains a number of blocks, each corresponding to a single 
station.  The file format is intended for different types of data, not just 
rainfall measurements.  In the files under consideration, each station 
is a rain gauge. 

Each block consists of a header, followed by zero or more data lines.  
Some blocks consist only of a header. 

The files have the appearance of being exported from a database, in 
that the more important content is free from the variations which 
inevitably occur for hand-entered data.  Various formats, however, 
are used for data lines, and the overall files have only the structure 
illustrated here.  There are, for instance, no length indicates to give 
the number of data lines which follow each block header, and neither 
blocks nor data lines are numbered. 

Figure A.2  File structure 

 

No special keyword indicates the end of each block.  It must be identified from either the start 
of the next block header or the end of the file. 

No description was provided for the data files.  The significance of the contents was derived 
by inspection. 

 

A.3 Block header 

Each block header consists of a number of lines, each starting with a phrase followed by a 
comma which can be used as a keyword to identify the information following the comma. 

No variation was found in the order in which these lines appeared.  All headers were found to 
contain the same set of lines with the identifying phrases being identical between different 
blocks. 

The following example is the first header found in the file "Anglian Central.all": 
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Station name,LETCHWORTH GOLF CLUB 
Station number,"175199" 
External number,175199 
River,--- 
Operator, - 
NGR,TL 
Easting,"21500" 
Northing,"30700" 
Parameter-name,Rainfall 
Parameter Type,RE 
Time series name,175199.RE.Rec.P 
Time series unit,mm 
Time level,High-resolution 
Time series type,Total 
Equidistant time series,no 
Time series value distance,--- 
Time series quality,Production 
Time series measuring method,Recorder 
Period of record in file: 01/01/1900 00:00:00 to 14/06/2011 23:59:00 
Quality code description, G = good; E = estimated; S = suspect;(...)  
Date Time,RF [mm],Quality flag:,value2 

 

The three lines "NGR", "Easting" and "Northing" provide the location of the rain gauge.  A 
number of blocks had missing location information, although enquiries with the Environment 
Agency enabled some of these to be recovered.  Otherwise, a block with a missing gauge 
location was not used. 

Three "Parameter-name" types were found in the files: "Autographic", "Rainfall", and 
"Tipping Bucket".  These did not correlate in an obvious manner with the following data line 
content, and so were, in the end, ignored.   

"Time level" found to be always "High-resolution".  This appears to be referring to the 
resolution of data-line date-time-stamps, which are always to the second.  It does not define 
the precision or strategy of time-stamping gauge records, several variations of which appear 
in the following data lines.  

The following were found to have always the values appearing above: 

"Time series unit", "Time series type", "Equidistant time series". 

"Period of record in file" is an anomaly since it is followed by colon rather than comma.  The 
range of dates given would seem to apply to the data in the source database.  In most cases it 
it starts much earlier than any data in the file.  However, at least one time series was found 
starting in 1904. 

It must be noted that block headers do not give the rainfall represented by one tip of a 
tipping-buck gauge.  This has to be inferred from the data. 
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"Quality code description" gives a list, with short meanings, of a data-line field.  This line is 
much longer than the other header lines, and has been truncated above as indicated by the 
ellipisis.  The full line, wrapped to one line per code, is as follows: 
Quality code description,  
  G   = good;  
  E   = estimated;  
  S   = suspect;  
  U   = unchecked;  
  M   = missing;  
  C   = complete;  
  I   = incomplete;  
  Ed  = edited;  
  WR  = within rating;  
  NR  = no rating;  
  EX> = extrapolated upper part;  
  EX< = extrapolated lower part;  
  BL> = beyond upper limit;  
  BL< = beyond lower limit;  
  MH  = weir modular (head);  
  NH  = weir non modular (head);  
  EH  = weir extremely non modular (head);  
  MT  = weir modular (tail); 
  NT  = weir non modular (tail);  
  ET  = weir extremely non modular (tail);  
  MC  = weir modular (crest)  
  NC  = weir non modular (crest);  
  EC  = weir extremely non modular (crest);  
  -H  = weir head only;  
  RAS = rastered time stamp;  
  A   = apportioned/interpolated;  
  D   = dry; SN = snow; T = trace;  
  DI  = data infilled; PM = partly missing 

 

Some quality-code fields consist of the above codes in combination, such as "G Ed", "U Ed" 
and "S Ed".   

Other quality codes involved square brackets, including "U[D]" and "G[T]. 

Other quality-code fields do not have descriptions, such as "[". 

Codes referring to a weir are assumed to apply to river gauges. 

The last block header line: "Date Time,RF [mm],Quality flag:,value2" can be viewed 
as the first data line of the following data block, since it contains headers for the data lines.  
These headings suggests that each data line will contain four comma-separated-variable 
(CSV) fields.   
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A.4 Data lines 
An example of a data line is: 
19/02/1999 00:00:00,0.10, G,. 

It consists of four comma-separated-variable fields: 
1) Date-time stamp. 
2) Rainfall 𝐹 in mm.  𝐹 can vary between data lines, so it cannot be assumed that it always 

represents a single tip of a tipping-bucket gauge. 
3) Quality code, listed in A.3. 
4) "Value 2".  Apparently not used for rain data. 

Fields 1) to 3) are always present.  A variation of the above example is: 
19/02/1999 00:00:00,., G,. 

in which the 𝐹 field consists of just a full-stop, assumed to be a decimal point and indicating 
a value of zero. 

In some data lines a further comma precedes a comment, and there may be further commas 
within such comments.  Lines thus cannot be parsed in terms of the normal CSV convention. 

Various strategies exist for recording data.  A number of examples were found, as follows: 
 
Example 1.  WalesSouthWest block 51: Station "Manordeilo" 
Location SN 674 269 
Date Time,RF [mm],Quality flag:,value2,Comments 
 ... 
11/08/1992 23:41:09,0.50, G,. 
12/08/1992 00:40:30,0.50, G,. 
12/08/1992 01:17:50,0.50, G,. 
12/08/1992 01:41:20,0.50, G,. 
12/08/1992 02:23:19,0.50, G,. 
12/08/1992 02:27:30,0.50, G,. 
12/08/1992 02:31:30,0.50, G,. 
12/08/1992 02:32:10,0.50, G,. 
12/08/1992 02:32:40,0.50, G,. 

The only 𝐹 values are 0.5 mm, suggesting that each tip time is recorded, and that for this 
gauge one tip corresponds to 0.5 mm of rainfall.  The tip times are given to about 10-second 
resolution.  The timing between data records vary from about 1 hour to 30 seconds.  In other 
words the data-recording process was driven by tips of the gauge.  The absence of data lines 
implies absence of rain. 

In this report the rainfall in mm represented by one tip is given the symbol 𝐹𝑡𝑖𝑝 . 

Recording a 𝐹𝑡𝑖𝑝 = 0.5 gauge with a 10-second timing resolution implies a maximum rate of 
180 mm/h.  This is probably a sufficiently high rate to avoid losing the small-time tail of the 
cumulative distribution of rain rate. 
  



 Page 23 of 62 
 

 
Example 2  SouthernKES1 blocks 40 and 41: Station "BALCOMBE WW TBR" 
Location TQ 29070 31260 

These two blocks illustrate several issued which must be addressed when accessing the rain-
gauge data.  They appear to be separate records from different gauges operated at the same 
station, and their records overlap in time.  It is assumed that they receive very similar rainfall.  
This is an example of multiple records discussed in Annex C.  Both blocks show only 𝐹 
values of 0.2, so both gauges must have 𝐹𝑡𝑖𝑝 = 0.2 . 

Table A.1 show extracts from the two blocks. 
 
Table A.1 
Region index 10, Block 40 Region index 10, Block 41 
Date Time,RF [mm],Quality flag:,value2 
12/11/2001 15:54:43,., G,., 
12/11/2001 15:56:30,0.20, G,., 
18/11/2001 05:14:20,0.20, G,., 
18/11/2001 05:29:10,0.20, G,., 
18/11/2001 06:41:30,0.20, G,., 
 ... 
28/11/2004 18:58:30,0.20, G,., 
28/11/2004 19:12:20,0.20, G,., 
28/11/2004 19:28:20,0.20, G,., 
02/12/2004 05:43:30,0.20, G,., 
02/12/2004 05:43:31,., G Ed,., 
11/12/2004 10:16:47,., G,., 
11/12/2004 10:16:48,0.20, G,., 
14/12/2004 01:34:59,0.20, G,., 
16/12/2004 07:09:16,0.20, G,., 
16/12/2004 07:33:27,0.20, G,., 
 ... 
04/07/2005 12:18:15,0.20, G,., 
04/07/2005 12:49:18,0.20, G,., 
04/07/2005 12:50:14,0.20, G,., 
04/07/2005 12:50:49,0.20, G,., 
04/07/2005 12:51:11,0.20, G,., 
04/07/2005 12:51:44,0.20, G,., 
04/07/2005 12:52:09,0.20, G,., 
04/07/2005 12:52:33,0.20, G,., 
04/07/2005 12:52:51,0.20, G,., 
04/07/2005 12:53:08,0.20, G,., 
04/07/2005 12:53:18,0.20, G,., 
04/07/2005 12:53:28,0.20, G,., 
04/07/2005 12:53:37,0.20, G,., 
04/07/2005 12:53:50,0.20, G,., 
04/07/2005 12:53:59,0.20, G,., 
04/07/2005 12:54:17,0.20, G,., 
04/07/2005 12:54:38,0.20, G,., 
04/07/2005 12:55:28,0.20, G,., 
04/07/2005 12:56:18,0.20, G,., 
04/07/2005 13:00:33,0.20, G,., 
 ... 

Date Time,RF [mm],Quality flag:,value2 
13/07/1999 10:44:59,., U,., 
13/07/1999 10:45:00,0.20, U,., 
13/07/1999 10:46:00,0.20, U,., 
13/07/1999 10:56:00,0.20, U,., 
13/07/1999 11:05:00,0.20, U,., 
 ... 
 ... 
 ... 
 ... 
 ... 
 ... 
 ... 
 ... 
 ... 
 ... 
 ... 
 ... 
 ... 
 ... 
 ... 
04/07/2005 12:20:00,0.20, U,., 
04/07/2005 12:51:00,0.20, U,., 
04/07/2005 12:52:00,0.20, U,., 
04/07/2005 12:53:00,0.20, U,., 
04/07/2005 12:54:00,0.20, U,., 
04/07/2005 12:55:00,0.20, U,., 
04/07/2005 12:56:00,0.20, U,., 
04/07/2005 12:57:00,0.20, U,., 
04/07/2005 13:01:00,0.20, U,., 
 ... 
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Block 40 starts in 2001 recording individual tips with 10-second resolution.  This implies that 
it will saturate at 72 mm/h.  This is somewhat above typical 𝑅01 values for the UK, but leaves 
little "headroom" for a reliable distribution at higher rates.  The ITU is considering rain 
models which require the full rain distribution, which would require a distribution up to rates 
exceeded for 0.001% time when assigning a high-reliability link. 

On 2 Dec 2004 the record changes to recording each tip time to 1-second resolution.  This 
now removes any concerns about saturation in the UK rain climate. 

Block 41 starts by recording individual tips 1-minute resolution.  This implies a saturation 
rate of only 12 mm/h, far too low to be useful for rates exceeded for 0.01% time in the UK.  
This is well illustrated by an intense rain event recorded by both gauges on 4 July 2005.  The 
associated data lines are approximately aligned in Table A.1.  Figure A.3 shows the inferred 
rain rates 𝑅 given by: 

  𝑅 = 60𝐹 δ𝑡⁄   mm/h (A.1) 

where 𝐹 is the reported tip in mm, and δ𝑡 is the time interval in minutes since the previous 
tip, plotted against elapsed minutes from a starting point selected to show the complete event.  
The red trace is from block 40, and reaches about 80 mm/h.  The blue trace is from block 41 
and shows saturation at 12 mm/h due to the low time resolution.   

 

 
Figure A.3  Saturation due to recording 0.2 mm/tip events with 1-minute resolution 

 

As can be seen, at the peak of the event, in minute 53 in the gauge files, the block 40 record 
reports five tips, whereas the block 41 record can only report one tip.  The block 41 record is 
thus ignoring some data.  No method is available to detect or replace such lost data. It was 
concluded that records recording tip times with low resolution cannot be used, the resolution 
time in question depending on 𝐹𝑡𝑖𝑝 for the gauge.  

It is remarked that block 41 switched to 1-second resolution at 01/07/2007 00:55:53. 
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Example 3.  ThamesWest block 22: Station "Dancers End Resr" 
Location SP 90554 09080 
Date Time,RF [mm],Quality flag:,value2,Comments 
01/01/2001 09:00:01,., G,., 
01/01/2001 15:45:01,., G,., 
01/01/2001 16:00:00,0.20, G,., 
01/01/2001 16:15:00,2.00, G,., 
01/01/2001 16:30:00,2.80, G,., 
01/01/2001 16:45:00,0.20, G,., 
01/01/2001 18:30:01,., G,., 
01/01/2001 18:45:00,0.20, G,., 
01/01/2001 21:15:01,., G,., 
01/01/2001 21:30:00,0.20, G,., 
01/01/2001 21:45:00,0.20, G,., 
01/01/2001 22:15:01,., G,., 
01/01/2001 22:30:00,0.20, G,., 
01/01/2001 22:45:00,0.60, G,., 
01/01/2001 23:00:00,0.80, G,., 
01/01/2001 23:15:00,0.40, G,., 
01/01/2001 23:30:01,., G,., 
01/01/2001 23:45:00,0.20, G,., 

Here tips appear to be recorded at 15-minute intervals when it is raining, but not gaps 
between rain.  In the above short sequence there are two gaps exceeding an hour, but during 
rain the intervals are 15 minutes, with occasional 1-second offsets.  Each group of records at 
15-minute intervals is preceded by a default-zero record.  The purpose of such default-zero 
records is not obvious, since data analysis must assume the absence of rain from absence of 
records for long intervals. 

The explicit zero-F data lines prior to each tip report 15 minutes later appears to suggest that 
the objective is to state that no rain fell in the period concerned.  But this is not the case.  It 
only gives the information that a tip did not occur.  In low rainfall it is quite possible that rain 
entered gauge, but not sufficient to tip the bucket until the following period.   

Another feature of this data record is that the 𝐹 values vary, being always a multiple of 0.2 
mm.  It is thus assumed that the gauge has 𝐹𝑡𝑖𝑝 = 0.2, and that the 𝐹 values are calculated 
from the number of tips in each 15-minute reporting period. 
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ANNEX B 

DATA FILTERING 

 

When decompressed from the delivery 'zip' files the Environment Agency data files occupy 
over 5 GBytes of disk space.  This is too large a volume of data for comprehensive visual 
inspection to be practicable.  Moreover the region files are so long that it is barely practicable 
to inspect them using standard office software such as Word or Notepad.  It was clear from 
the variability of quality codes and data recording strategies described in Annex A that data 
pre-processing was essential, and that this would involve testing different methods for 
reading and selecting data. 

Thus much of the early work in the project consisted of writing and extending software to 
read the region files, applying various tests, and recording and examining the results.  
Another function of this software is to isolate segments of the data files for special inspection.  
Re-writing all of the region files into separate block files was considered, but was not in the 
event found to be necessary. 

Another minor issue in the data filtering was that a number of blocks in various regions had 
missing NGR fields.  Although it can be assumed that any such gauge would be somewhere 
in the region concerned, it was decided that blocks would not be used unless the location 
information is available.  On request a number of missing NGRs were provided for: 

'AnglianEastern', 'NEYorkshire', 'SouthernKES1' 'SouthernKES2', 'SouthernSSD'  

Consideration was given to inserting the additional NGRs into the region files, but due to the 
potential complication for such long files, the NGRs were written to additional files with the 
above names and extension ".ngr", and the location information was picked up at run-time by 
the data pre-processing software.  It was thought better to keep the original region files in the 
state in which they were delivered. 

Various data-filtering schemes were tested in terms of how successful they were in producing 
complete gauge-years of rain records.  A 'gauge-year' is an apparently unbroken record of 
data for one gauge location, defined by NGR, for a complete calendar year.  This is the basic 
module of data from which a cumulative distribution is compiled to obtain the rate exceeded 
for 0.01% of the year, for which the symbol 𝑅01 is employed. 

The identification of a complete year of data is subject to the uncertainty produced by many 
of the records leaving gaps during dry weather.  These can extend over months or even years.  
During the initial data inspection and testing the conclusion was reached that a data line such 
as: 
31/03/2007 16:51:01,---, M,--- 

reliably indicates that data is known to be missing from the record, as opposed to data being 
missing because it had not rained.  This interpretation was inferred because the format was 
frequency used for gaps extending over years. 
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Another decision reached at a fairly early stage was that, since the data files may apparently 
leave gaps in the record whenever it does not rain, data lines which explicitly state zero rain 
can be ignored.  A zero-rain record provides no useful information in interpreting tipping-
bucket gauge information.  In view of the importance of this point later in the analysis, it is 
illustrated in figure B.1, which is a graph of the volume of rain in the bucket against time for 
a constant rain rate.  If tip counts are recorded in regular time intervals as shown, the tip 
counts will, in this hypothetical example, be 1 or 0 in different periods as shown. 

 
Figure B.1   Gauge volume and tip times 
 
The zero tip counts in figure B.1 do not assist in interpreting rainfall rates.  It is only known 
that the bucket has filled to tipping point between one non-zero count and the next. 

After some experiments with various parsing methods for the data, the following was 
adopted.  Each data line must have a valid date-time field, and the 𝐹 field must be a floating-
point number, including just the point.  Any line not satisfying these requirements is 
considered invalid and constitutes a break in the record, including the example above with the 
F field "---" and quality code 'M', which always indicates a break in the record. 

There are then alternative progressively less-strict filter levels which accept only certain 
quality codes to define two types of record: 
i) Valid non-zero 𝐹 records available to compile into complete years; 
ii) Valid zero 𝐹 values which can be ignored. 
Any other quality code is taken to indicate a break in the record. 

Table B.1 gives the quality codes for the different filter levels, and the number of gauge-years 
produced by each. 
 
Table B.1.  Filter levels 
Filter level Non-zero 𝐹 Zero 𝐹 Gauge-years 
0 G G 5,319 
1 G G, U 5,350 
2 G, U G, U 7,448 
3 G, U, S G, U, S 10,844 
 
Data processing was conducted according to the details given in Annex C using the filter 
levels in order.  The criterion for deciding how relaxed to make the data filtering was 
adequate temporal and spatial coverage for complete gauge-years of data.  Temporal 
coverage means having 𝑅01 values for a sequence of 20 years, spatial coverage refers to the 
need to cover England and Wales with an adequate density. 
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ANNEX C 

DATA PROCESSING 

 

The data processing consisted of several stages.  Intermediate values were written to text files 
to facilitate development and testing, and to provide a permanent record of the process.   

The data-flow paths are illustrated in figure C.1 in which rectangles with rounded corners 
represent results, in many cases sets of files. 

The numbered rectangles with square corners summarise the processing stages.  The first 
three correspond to computer programs developed to perform the processing.  Stages 4 and 5 
used the Mathcad maths package. 

 
Figure C.1   Data flow 

 

Each stage is described in more detail in the following sub-sections of this annex. 
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C.1 Processing Stage 1:  Data filtering and pre-processing 

The principles described in Annex B were used to read each region file, and, if available, the 
associated add-NGR file.  The data lines in each block in each region file are scanned for 
complete years of valid data, using one of the pre-defined filter levels.   

Each date-time stamp in a region file is converted to the corresponding floating-point number 
of days from the start of year 1990.  This simplifies the processing of time-stamps, which in 
date-time form is complicated by the unequal month lengths and the presence of leap years.  
Selecting the base year to be 1900 ensures that all day values are positive, this being earlier 
than any rain-gauge record.  The software could operate with negative days, but is easier to 
debug with only positive values.  Analysis years are then defined from 1990 onwards, using 
their average length of 365.2425 days.  This means that transitions between years do not 
generally occur exactly at midnight.  This procedure arranges that cumulative distributions 
are calculated for equal-length years, as far as the data resolution will allow, taking leap years 
into account.  The nine leap seconds from 1990 to 2010 are ignored.  

Each complete year found in a region-file block generates a "year" file, which consists of data 
lines, each containing two values: a time-stamp given in minutes from the start of the year, 
and a non-zero 𝐹 value as reported by the gauge.  Year files are not specific to the source 
region files. 

"Years-list" files are also written specific to each region file.  Each year-list file summarises 
the gauge-years extracted from the region file.  For a given filtering level there is one year-
list file for each region.  These are CSV files, and will load directly into Excel.   

Table C.1 shows part of the years-list file for region 10 with filter level 2, with the year 
columns restricted to 1997 to 2006 to enable it to fit onto the page. 

Table C.1   Example of part of a years-list file 
E N 1997 1998 1999 2000 2001 2002 2003 2004 2005 2006 

545874 119006 0 0 0 0 1 0 1 2 3 0 
531486 107647 0 1 1 1 1 1 1 2 2 1 
573605 107179 0 0 0 0 0 0 1 0 0 0 
580691 110249 0 0 0 0 0 0 0 0 0 0 
579017 113286 1 1 1 0 1 2 2 2 2 2 
568190 112220 0 0 1 0 0 0 0 0 0 1 
562763 108327 1 1 1 1 0 1 1 1 1 2 
556406 106463 0 0 0 2 2 3 2 2 2 2 
557635 96888 0 0 0 0 0 0 1 0 1 1 
553758 102214 0 0 0 1 1 0 1 0 2 2 
561051 114937 0 0 0 0 0 0 1 1 1 2 
543941 114660 0 0 0 0 0 0 1 2 2 2 
533410 128420 0 0 1 1 0 0 0 0 0 0 
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The first two columns in a years-list file give the national grid coordinates (NGC) for each 
gauge location.  NGCs are the all-numeric equivalent of NGRs, giving distance eastwards 
and northwards from SV00 in metres. 

The numerals in the coloured part of table C.1 give the number of year files written for each 
location in each year column.  Conditional formatting has been used to emphasise the pattern 
of values.  As can be seen, there are many zeros.  The trend in table C.1 for fewer year files 
before 2000 is general to the entire data set.  However, in addition to the numerous examples 
of one gauge-year for a given location and year, there are several duplications, with two or 
even three gauge-years of data at the same meteorological station. 

Multiple gauge-years required further identification, and for this the term 'instance' was 
adopted.  Thus at E556406 N106463 there are 3 instances of gauge-year in 2002. 

Two types of multiple gauge-year were found: 

(a) In some cases identical sets of data lines were duplicated within a region file.  Such 
multiple records are assumed to come from the same gauge. 

(b) In other cases two or three region-file blocks covered the same year, but with different 
data recorded.  These records indicate more than one gauge being operated at a given 
weather station.  Comparison gives a useful indication of potential accuracy. 

Multiple gauge-years were processed in Stage 3 of the processing, as described in C.3.   

Considerable use was made of the type (b) cases to develop selection criteria for Stage 2. 

 

C.2 Processing Stage 2:  Cumulative distributions and 𝑹𝟎𝟏 rates 

Stage 2 consists of the following sub-stages. 

C.2.1 Tip times 

There are two general types of record in the region files. 

i) Single-tip records.  As in Annex A, section A.4, and examples 1 and 2, some records 
give the time of each tip, with only a single 𝐹 value assumed equal to 𝐹𝑡𝑖𝑝.  This type of 
record should not be used if the time resolution would allow saturation during intense 
rain.  Otherwise, this type of record provides the tip times directly. 

ii) Multi-tip records.  The other type of record, as shown in A.4 example 3, gives different 
𝐹 values.  In these cases it is assumed that each data line represents one or more tips.  
The 𝐹 values are multiples of the smallest  𝐹 value, and the smallest value is assumed to 
be 𝐹𝑡𝑖𝑝 .  The timestamp of each record is to a certain resolution, 15 minutes in example 
3.  As for the single-tip type of record, the time resolution is not stated, it must be 
obtained by inspection. 

To identify 𝐹𝑡𝑖𝑝 , and whether a record is single-tip, or multi-tip with time resolution ∆𝑡 , 
histograms were compiled of the 𝐹 values, and of the inter-tip times, in each gauge-year.  
Modal values and their probabilities were then used to identify the type of each record and its 
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parameters.  Gauge-years are rejected if the time resolution of a single-tip record would allow 
saturation, or in any case if greater than 15 minutes. 

Accepted single-tip gauge-years give the time of each individual tip.  In this case the process 
proceeds to directly to sub-stage C.2.2. 

Accepted multi-tip gauge-years require more processing.  The number of tips 𝑁𝑡𝑖𝑝 
represented by each 𝐹 is obtained by dividing by 𝐹𝑡𝑖𝑝 . Initially each tip is assign a time 𝑇𝑛 
given by: 

  𝑇𝑛 = 𝑇𝑟𝑒𝑝 + ∆𝑡�𝑛 − 𝑁𝑡𝑖𝑝 − 0.5�/𝑁𝑡𝑖𝑝    for 𝑛∈ 1…𝑁𝑡𝑖𝑝  minutes (C.1) 

where 𝑇𝑟𝑒𝑝 is the time-stamp in minutes. 

Equation (C.1) makes the initial assumption that tip times are uniformly distributed during 
the period ∆𝑡 prior to 𝑇𝑟𝑒𝑝 .  This is illustrated in figure C.2 for 𝑁𝑡𝑖𝑝 = 2 , resulting in the tips 
being placed at fractions 0.25 and 0.75 of the prior ∆𝑡 . 

 
Figure C.2.  Uniformly spaced initial tip times for 𝑵𝒕𝒊𝒑 = 𝟐 

 

Although the initial tip times distribute multiple tips uniformly within their reporting period, 
as rain-rate changes the inter-tip spacing, which is used to calculated the equivalent rain rate, 
changes abruptly at reporting-period boundaries.  On the grounds that rain rate is expected to 
change smoothly, tips times are adjusted to reduce the differences between successive inter-
tip intervals. 

The was done for each complete gauge year as follows.  Each tip time in order, except for the 
first and the last in the year, is adjusted to be mid-way between the previous and following tip 
times.  If in each case the adjustment moves a tip time outside its reporting period (∆𝑡 in 
figure C.2) then it is moved back the smallest distance which places it within its reporting 
period before adjusting the following tip time. 

This process does not provide the optimum result in one pass through the year, and it is 
therefore repeated.  Figure C.3 shows the adjustment of tip times recorded during data 
processing during 14 successive 15-minute reporting periods, indicated by regularly-spaced 
red lines at top and bottom.  There are ten stages in the process illustrated by the blue lines.  
The initial tip times are shown by the lowest set of blue lines.  There are then 9 runs through 
the year implementing the algorithm described in the previous paragraph. 

There are a mixture of one and two tips in the reporting periods.  The inter-tip intervals 
change more progressively in the top row than in the bottom row.   
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Figure C.3   Smoothing the inter-tip intervals. 

 

A criterion for success in this process is that ∑ [(𝑇𝑚+1 − 𝑇𝑚)(𝑇𝑚 − 𝑇𝑚−1)]/(𝑀 − 2)𝑀−1
𝑚=1  is 

maximised, where there are 𝑀 tips in the year, and 𝑇𝑚 is the 𝑚-th tip time.  Although this test 
was used successfully to limit the number of smoothing stages, the simpler process of just 
running 10 adjustments was found to be adequate. 

C.2.2 Rain rates 

The input to this sub-stage consists an estimate of the most probable tip times throughout a 
year. Each tip, representing 𝐹𝑡𝑖𝑝 mm of rainfall, is assumed to represent a rain rate 𝑅 
occurring during δ𝑡 minutes given by: 

  𝑅 = 60𝐹𝑡𝑖𝑝/δ𝑡  mm/h (C.2) 

where in principle δ𝑡 is the time period in minutes since the previous tip time.  For long inter-
tip times, which can be weeks or months during dry spells, equation (C.2) will give rain rates 
lower than the evaporation rate from a gauge.  In the present analysis, 𝑅 was limited to a 
minimum of 0.5 mm/h. 

C.2.3 Integration times 

The rain-attenuation model in recommendation ITU-R P.530 requires the rain rate exceeded 
for 0.01% of an average year, where the rain rate should be measured with an integration time 
of 1 minute.  A tipping-bucket rain gauge, however, does not have an intrinsic integration 
time.  The rainfall reported by each tip is collected over a period of time which depends on 
the rain rate. 

Figure C.4 illustrates the process used to obtain 1-minute rain rates.  This shows the intense 
rain event as recorded by block 40 in figure A.3.  The rain rate and duration reported by each 
tip is available from sub-stage 2 above, represented here by the red rectangles.  The rainfall in 
each minute can thus be integrated from the tips which fall partially or wholly within it. 
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Figure C.4   Obtaining 1-minute rain rates 

 

Figure C.5 illustrates this process for a single 1-minute period to which three tips contribute 
rainfall.  

 
Figure C.5.  Integrating rainfall into a given 1-minute period 

 

The rainfall within the 1-minute period shown in figure C.5 is given by: 

  𝐹𝑚𝑖𝑛 = [∑ (𝑅𝑛𝑇𝑛)3
𝑛=1 ]/60  mm (C.3) 

and the rain rate averaged over the 1-minute period is given by: 

  𝑅1𝑚𝑖𝑛 = 60𝐹𝑚𝑖𝑛  mm/h (C.4) 

where 𝑅𝑛 (mm/h) is the rate represented by each tip and 𝑇𝑛 (min) is the tip time within the 
1-minute period.  The constants 60 in equations (C.3) and (C.4) cancel, and could thus be 
omitted. 
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C.2.4 Cumulative distribution of rain rate 

The sub-stage described in C.2.3 produces a set of rain-rates, one for each minute during a 
year in which rainfall is calculated to have occurred.  There are 525,949.2 minutes in an 
average year, and thus each minute is 0.00019% of the year. 

The cumulative distribution for each gauge-year was produced by placing the rates into 
ascending order.  The percentage time for which rate 𝑅𝑛 is exceeded is then given by: 

  𝑃𝑛 = 100�𝑁𝑦 − 𝑛�/𝑀𝑦   𝑛∈ 0…𝑁𝑦 − 1 % (C.5) 

where 𝑁𝑦 is the number of 𝑅 values, and 𝑀𝑦 is the number of minutes in an average year, 
equal to 525,949.2 .  The cumulative distribution can now be compiled directly from 𝑅𝑛 and 
𝑃𝑛 . 

C.2.5 Filtering cumulative distributions 

Annex B describes the quality codes included in the data lines of each block in the region 
files, and table B.1 lists the three progressively less restrictive filtering levels used for 
analysis.  The original intention was to use only filter level 1, but this produced inadequate 
regional coverage of gauge-years.  The number of gauge-years increases as filter levels 2 and 
3 are used, but presumably this allows poorer-quality data to appear in the results. 

It was decided nevertheless to use filter level 3, and to apply further filtering by inspecting 
the resulting cumulative distributions. 

The occurrence of multiple records, where more than one gauge is recorded at the same 
station for a given year, was particularly valuable in formulating criteria for selecting 
cumulative distributions.  There are 228 cases of duplication with filter level 3.  A few 
examples are given here. 

Figure C.6 shows a case where it would appear that identical records from the same gauge 
were duplicated in the data file. 

 
Figure C.6   Cumulative distributions from duplicated data records 
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In figure C.6 two cumulative distributions are plotted, the first with a continuous red line and 
the second with a dotted blue line.  This allows the presence of both traces to be confirmed.  
Each distribution was derived independently from gauge-file data, but they appear to be 
identical, and both have 72,659 values of rain-rate.  It is thus a good assumption that the 
original data records from the same gauge were duplicated. 

With this type of exact duplication, one of the two records should be removed. 

Figure C.7 shows the same type of graph, but in this case the two cumulative distributions 
from the same station and for the same year agree closely but are not identical.  The 
distributions have 33,682 and 34,300 points, and some divergence between them becomes 
visible at high rates.  The discrepancy in rate at the 0.01% exceedance level is less than 
1 mm/h. 

 
Figure C.7   Cumulative distributions from different gauges in agreement 

 

Figure C.7 is an impressive example of how accurate rain-gauge data can be.  Both 
distributions are smooth and have the type of shape expected. 

In this type of case it could be argued that both distributions should be used for the final 
results, since both are valid and should thus be allowed to contribute the extra weight at this 
location and year.  However, multiple rates exceeded for 0.01% time at the same location 
would be a minor complication in the following spatial averaging, and it was thus decided to 
take the average of the 𝑅01 rates extracted from the two distributions. 

Figure C.8 represents more of a problem.  The two distributions clearly come from different 
gauges, both are moderately smooth and of the expected shape, but they disagree 
significantly, with a divergence increasing steadily with rate.  The red distribution has 42,835 
points and the blue 38,072 points.  The most likely explanation is that the two gauges 
received different rainfall.  This could be due to some variation introduced by poor siting at 
the same station, or possibly one of the records has been wrongly identified with respect to 
either its station or year.   

The most rigorous approach would be to decide that neither record can be trusted.  In this 
study the somewhat more relaxed approach has been taken of averaging the 𝑅01 values from 
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all cases of duplicated distributions where different gauges are clearly involved.  This avoids 
the need to have an arbitrary criterion as to how far two well-formed distributions must 
disagree for both to be rejected. 

 

 
Figure C.8   Cumulative distributions from different gauges in disagreement 

 

Figure C.9 is a case where one distribution from co-sited gauges is reasonably well-formed, 
and the other clearly is not.  The distribution shown by the red trace should be identified as 
erroneous and rejected. 

 
Figure C.9   Cumulative distributions from different gauges, one ill-formed 

 

Not all cases of ill-formed distributions are as marked as the red trace in figure C.9.  Figure 
C.10 shows distributions from co-sited gauges where the red trace is smooth but minor 
discontinuities exist in the blue trace, and which appear to affect the associated 𝑅01 value. 
  



 Page 37 of 62 
 

 

 
Figure C.10   Cumulative distributions from different gauges, one with minor 
discontinuities 

 

Numerous tests were made to investigate whether goodness-of-fit to a Weibull distribution 
could be used to separate such cases.  The Weibull function consists of an exponential 
function in which the argument is raised to a power.  A Weibull exceedance distribution of 𝑥 
has the form: 

  𝐹𝑊 = exp �− �𝑥
𝑋
�
𝑘
�   (C.6) 

where 𝑋 is the normal exponential scale factor, and 𝑘 , which can be less or greater than 1.0, 
can be viewed as a shape factor.  The combination of 𝑋 and 𝑘 allows equation (C.6) to fit a 
wide range of smooth distributions.  It was found, however, that the standard error for fits to 
the two distributions in figure C.10 only marginally distinguished the two cases.  An 
empirical distribution can have smooth changes in curvature which generate standard errors 
comparable to those due to minor discontinuities.   

It was decided to base the criterion on a method for detecting 'corners' in a distribution rather 
than using the Weibull distribution.  This was facilitated by the observation that for small 
percentage times rain distributions are approximately linear when both axes are logarithmic.  
This is illustrated in figure C.11 which shows the distributions in figure C.10 plotted log/log. 

The test consisted of finding the largest discrepancy in log(𝑅) between the empirical 
distributions, and six segments each covering one decade of percentage time, starting at 1% 
to 0.1%, in sequence in quarter-decade intervals of percentage time.  The segments thus cover 
from 1% to 0.00316% time.  The segments are not regression fits.  Instead, each is anchored 
to the nearest point on the empirical distribution at each end, and is then notionally linear in 
log/log space.  The largest discrepancy in log(𝑅) is found for the intermediate points, and 
then the largest discrepancy produced by the 6 segments. 
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Figure C.11   Cumulative distributions from figure C.10 plotted log/log  

 

This procedure was found to discriminate between distributions judged by eye in a more 
systematic manner.  The discrepancies for figure C.11 are 0.034 for the red trace and 0.068 
for the blue trace.  Following other comparisons, a maximum discrepancy of 0.06 was 
selected as the criterion.  Any test result exceeding this caused the distribution concerned to 
be rejected. 

Consideration was also given to rejecting distributions having less than a certain number of 
points.  Fewer than 5,300, for instance, implies that rain occurred for no more than 1% of the 
year.  The difficulty with any such criterion is that it is essentially arbitrary.  In a dry year it 
might rain for an unusually short total time at a particular weather station.  For the present 
study cumulative distributions were not rejected on the basis of too few points alone.   

C.2.6 Rate exceeded for 0.01% of year 

Consideration was given to obtaining 𝑅01 from a Weibull distribution fitted to each rain 
cumulative distribution.  Figures C.12 and C.13 illustrate the reasons why this approach was 
not used.  They show the rain distributions at the same location for successive years.  The 
smooth green curve is the Weibull function, the less-regular red trace is the measured 
distribution. 

In both graphs the irregularities in the measured distributions mean that they depart in certain 
places either side of the fitted function.  The irregularities are consistent with weather 
variations - that is the actual rain events which occurred during each year - at least down to 
0.002% time.  The departures from the Weibull fit are smaller in figure 13, and it so happens 
that the two traces are very close at 0.01% time.  In figure 12 the irregularities are larger, and 
in this case a discrepancy of 2 mm/h exists at 0/01% time. 
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Figure C.12.   Cumulative distribution of rain rate in 2007 and Weibull fit 
 

 
Figure C.13.   Cumulative distribution of rain rate in 2008 and Weibull fit 

 

The overall analysis process used in this study involves a controlled degree of averaging or 
smoothing of raw measured results.  To a large extent spatial and temporal averaging have 
been kept separate in processes described in later sub-sections of this annex.  If the Weibull 
value of 𝑅01 were to be taken in figure 12, this would in effect be smoothing the weather in 
that year.  No justification can be seen for doing this.  It is preferred to take the 𝑅01 directly 
from the data, and to allow spatial and temporal smoothing to occur in their separate stages of 
the analysis. 
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With the method used to compile the cumulative distributions described in C.2.4, in which 
the rain rates are sorted, the rates bracketing 0.01% can be calculated directly.  𝑅01 was then 
obtained by interpolation between these points, logarithmically in percentage time, linearly in 
rate. 

Fewer than 53 points in the distribution automatically means that it rained for less than 0.01% 
of the year, and thus 𝑅01 = 0 .  Consistently with the comments about short distributions at 
the end of C.2.5, this result was allowed to happen, but in fact no cases arose.  Some 
distributions were of this sort of length, but either the data record did not cover a full year, or 
the distribution was rejected as described in C.2.5. 

C.2.7 Stage 2 output files 

Two sets of files were written by stage 2 of the processing: 

A "CD" file is written for each cumulative distribution.  The files are specific to gauge 
location, year and instance.  These files are used to plot distributions for manual inspection.  
Figures C.6 to C.11 were all plotted from them. 

A "SumCd" file, standing for "Summary of CDs", is written for each year.  These files 
contain a line for each distribution for which an 𝑅01 value has been extracted for the year.  
Each line contains the gauge location, the year, instance number, and 𝑅01 .  These are the 
files used in stage 3 of the processing. 

 

C.3 Processing Stage 3:  De-duplication 

This stage takes the "SumCd" files produced by stage 2, and de-duplicates cases of multiple 
instances using the principles described in C.2.5.  In cases where two records are identical, 
one is removed.  In cases where two co-sited records for the same year are not identical, the 
average of their 𝑅01 values is used to represent them both. 

The process is complicated by several cases of three-fold duplication, with various 
combinations of having the same gauge or different gauges involved.  

The output from stage 3 consists of 21 "map-year" files, each specific to a year, from 1990 to 
2010.  No complete years of data were obtained for any later year.   

A map-year file consists of three columns, each row giving the NGC east and north for the 
gauge location, followed by 𝑅01 .  Annex E contains maps showing the gauge locations and 
colour-coded 𝑅01 information for each year.  Examples appear in the following section C.4 of 
this annex in connection with the spatial-averaging process. 

 

C.4 Processing Stage 4:  Spatial interpolation 

The objective of this study is to obtain the trends in 𝑅01 values over the last 20 years.  In fact 
data is available for 21 years, from 1990 to 2010 inclusive.  Ideally, 21-year sequences of 𝑅01 
values would be available at suitably representative locations to extract the trends directly.  
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Comparing the map-year plots for the different years in Annex E, it is clear that 21-year 
sequences of 𝑅01 are not widely available across the UK.  It was thus decided to produce 
spatially-averaged maps for each year, and then extract the temporal trends from matching 
locations on the maps for the sequence of years.  Stage 4 of the processing implements the 
spatial averaging to produce the yearly maps. 

Consideration was given to using Kriging for the spatial interpolation, and several tests were 
conducted.  The results were not found satisfactory on two counts: 
i) The calculation is a matrix operation solving simultaneous equations.  Although there are 

various forms of Kriging, and some freedom in selecting the model variogram, it has the 
nature of a "black box" calculation.  It does not lend itself to being adaptive to data 
density. 

ii) There is a tendency for the interpolated surface to have sharp peaks or troughs at the 
data.  This is sometimes referred to in terms of other methods being more "aesthetically 
pleasing".  Sharp points would be undesirable in a rain map for fixed-link assignments. 

On this basis the well-known and relatively simple method of inverse-distance weighting was 
adopted.  Weights are assigned to data as a function of distance.  Various distance functions 
can be used.  Inverse-distance weighting can readily be made adaptive to data density by 
controlling the distance over which data are utilised, and the number of data used.   

In the present case the interpolation was set up as follows: 
(a) The minimum search distance was set to 50 km, and the minimum number of data to 8.  

This means that if at least 8 data are within 50 km, all data within 50 km will be used. 
If not, the search distance is increased in 1-km steps until 8 data are included. 

(b) The un-normalised weight for each datum was given by a simple power law according 
to: 

  𝑊 = �1 − 𝑑
𝐷𝑠
�
2

   (C.7) 

where 𝑑 is the distance to the datum and 𝐷𝑠 is the search distance.  The weights were 
then normalised such that they summed to 1.0, and the interpolated 𝑅01 value given by 
the weighted average of the data. 

The full process is illustrated for the year 1990, for which the data were particularly sparse. 

Figure C.14 shows the location of the gauges for which 𝑅01 values are available, colour-
coded as shown by the legend.  The colour coding here has been adjusted to make fullest use 
of the 10 colours. 

As can be seen, the gauge locations cover England and Wales sparsely, all being in the 
Midlands or Wales.  Fuller coverage becomes available in later years, particularly from 2000, 
and it was thus decided that spatial interpolation, or a suitable extension, should cover the 
700-km square shown in the figures for all years. 
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Figure C.14   Gauge locations with 𝑹𝟎𝟏 values for 1990  
 

The extension is implemented by a process based on averaging.  The objective is to provide 
simulated data points which reflect the nearest original data but with values which stabilise 
towards the edge of the area concerned.  This is not accomplished by extrapolation, which 
tends to amplify the differences between the original data. 

Simulated data was added at multiples of 50 km eastwards and northwards from SV00 at 
locations which have no original datum within 25 km, and in no more than two quadrants in 
NGC coordinates within 50 km. 

After defining all the positions satisfying these rules, they were given simulated 𝑅01 values as 
follows.  The new location closest to an original 𝑅01 value was assigned the average of all 
values within 150 km, and the point was then added to the 𝑅01 map.  The next new location 
was similarly selected as being closest to an 𝑅01 value, including the newly-added simulated 
value.  This process is repeated until all of the new locations have an averaged value.  The 
results appear in figure C.15, where the new locations are indicated by black borders. 

As can be seen the extended values vary little, and reflect to some extent the original 
distribution of 𝑅01 values. 

 
  



 Page 43 of 62 
 

 

 
Figure C.15   Additional extension locations  

 

Figure C.16 shows the results of interpolating from the data plotted in figure C.15 onto a 
10 km grid.  The colour legend remains the same; due to the smoothing effect of interpolation 
fewer colours are now used compared with figure C.15. 

 
Figure C.16   Interpolation onto a 10 km grid 
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C.5 Extracting temporal trends 

The output from stage 4 of the processing consists of 21 maps, one for each year from 1990 
to 2010 inclusive.  Figure C.16 shows the map for 1990 as an example. 

These maps consist of 𝑅01 values at 10-km intervals.  Taking any one such location and 
extracting the 𝑅01 values for the 21 years allows the year-to-year variation to be viewed. 

Figure C.17 shows the year-to-year variation of 𝑅01 in London. 

 
Figure C.17   Temporal trend in 𝑹𝟎𝟏 : London TQ 300 180 

 

The red dots in figure C.17 give the 𝑅01 values for each year, as obtained from the 
interpolated map.  The blue line is the linear fit to the data in the 𝑅01 least-squares sense.  
There is considerable year-to-year variation in 𝑅01 .  Some of this will be due to experimental 
error, but most is expected to be due to variability of rainfall. 

The least-squares fit shows a positive slope of 0.3 mm/h per year. 

The two black lines are the 95% double-sided confidence limits according to the Student-t 
test.  This is an estimate, based on the number of data points and their spread, of the range of 
values which there is a probability of 0.95 that the underlying trend will not exceed.  It is 
noteworthy that the limits are at their closest at about the centre of the annual range, that is, at 
about the year 2000.  Conversely, the confidence interval increases when projected beyond 
the year 2010, the last year for which data was available. 
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ANNEX D 

LIST OF DELIVERABLE RESULTS FILES 

 

Intermediate and final results files are presented under a parent directory named "Rain2012" 

All files are Microsoft-compatible text files coded in ASCII. 

They are presented in sub-directories as follows. 

 

D.1 Year files and Year-List files 

These are the output from stage 1 of the processing. 
They are presented in sub-directory "YearFiles". 

D.1.1  Year files 

Each year file contains a complete year of data from one gauge.  Year files are named 
according to: 
E<e>_N<n>_Y<y>_Ins<i>.txt 

where  e = NGC east m, 6 digits with leading zeros 
  n = NGC north m, 7 digits with leading zeros 
  y = year, 4 digits 
  i = instance 

There is no headings line.  Every line is a data line containing two numbers separated by 
whitespace: 

 Minutes relative to the start of the year in ascending order 
 A non-zero value of rainfall 𝐹 in mm 

The first line normally has a negative value of minutes.  This is the point at which subsequent 
time-series of rainfall is calculated, and the F value on this line is ignored. 

D.1.2  Year-list files 

Each year-list file summarises all gauge-years obtained from one gauge file.  Year-list files 
are named according to: 
Region<r>_YearsList.csv 

where  r = region index from 0 to 21, 2 digits with leading zero. 

The region indices may be associated with region names as shown in figure A.1, noting that 
the region numbers shown in this figure run from 1 to 22. 

Year-list files conform to the comma-separated variable (CSV) convention.  Every line has 
26 fields separated by 25 commas.  This type of file can be opened directly into Excel.   
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A sample in spreadsheet form appears in table C.1.  The first two lines of the same file 
appears in a text editor as: 
E,N,1990,1991,1992,1993,1994,1995,1996,1997,1998,1999,2000, ... ,2013 

545874,0119006,0,0,0,0,0,0,0,0,0,0,0,1,0,1,2,3,0,3,2,1,1,0,0,0 

531486,0107647,0,0,1,1,1,0,0,0,1,1,1,1,1,1,2,2,1,1,1,1,1,0,0,0 

573605,0107179,0,0,0,0,0,0,0,0,0,0,0,0,0,1,0,0,0,0,1,0,0,0,0,0 

The headings line is about twice the length of the data lines, due to the space taken by the 
year headings.  In the above sample, the headings from 2001 to 2012 have been removed to 
prevent the line wrapping. 

In the data lines, the first two numbers give the location of a gauge as NGCs east and north.  
The following fields give the number of instances of gauge-year data obtained for the same 
location.  Instances are indexed from zero upwards.  Thus if two instances are listed, they will 
be indexed 0 and 1.  The year file for any instance can be found via the information in its 
filename, as described above. 

 

D.2 CD files and CD-summary files 

These are the output from stage 2 of the processing.  "CD" abbreviates "cumulative 
distribution". 
These files are presented in sub-directory "CdFiles". 

D.2.1  CD files 

Each CD-file filename is constructed as: 
Cd_E<e>_N<n>_Y<y>_Ins<i>.txt 

This is the same as for year files except for the prefix "Cd_". 

CD files are intended only for plotting individual cumulative distributions.  There is no 
headings line.  Every line is a data line containing two numbers separated by whitespace: 

 Rain rate, mm/h, in ascending order 
 Percentage of year during which this rain rate is exceeded 

It will be noticed that early CD lines generally show rain rates greater than the minimum 
0.5 mm/h defined as the minimum.  This minimum is applied when converting rain fall 
values 𝐹 reported in the gauge file into tip times.  The derivation of lower rates occurs during 
the process of collecting rainfall into minute intervals needed to produce results with the 
required 1-minute integration time. 

D.2.2  CD-summary files 

Each CD-summary file has filename constructed as: 
SumCd_FL3_Y<y>.txt 

where, as before, "y" is the year as a four-digit number. 
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"FL3" in the filename identifies the filtering level used in stage 1.  Results reported here used 
filter level 3. 

CD-summary files list every 𝑅01 value obtained for a given year.  There is no headings line.  
Every line is a data line containing five numbers separated by whitespace: 
 NGC east, m 
 NGC north, m 
 Year as a 4-digit number (redundant, since also in the filename) 
 Instance, as a single zero-up digit 
 𝑅01 , mm/h, expressed to 6 decimal points. 
The precision used to record 𝑅01 is spurious in the sense that it does not represent the 
expected accuracy.  This precision is used simply to avoid the possibility of later wishing it 
were higher. 

 

D.3 Map-year files 

Four types of map files exist for each year, presented in sub-directory "MapFiles".  As before, 
"y" is the year as a four-digit number. 

D.3.1  Map-Year Files 

Map-year files are the output of stage 3 of the processing.  They are assembled from the 
gauge-years in each year, and are named as: 
"MapYear_<y>.txt" 

They contain data lines for gauge locations which have yielded an 𝑅01 value. 
There is no headings line.  Every line is a data line containing three numbers separated by 
whitespace: 
 NGC east, m 
 NGC north, m 
 𝑅01  

D.3.2  Extended Map-Year Files 

Extended map-year files represent an intermediate point in stage 4 of the processing.  They 
are named as: 
 "ExtMapYear_<y>.txt" 

Each extended map-year file has the same format as the associate map-year file, and repeats 
the data lines for the same gauge locations.  In addition regularly-spaced locations at 50-km 
intervals are listed averaged 𝑅01 values to complete the 700-km rectangle covering England 
and Wales.  An example appears in figure C.15. 
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D.3.3  Interpolated Map Files 

These files are named as:  
"Interp_<y>.txt" 

Interpolated map files define regularly-spaced 𝑅01 values at 10-km intervals, the result of 
spatial interpolation.  They consist only of 𝑅01 values in a 71-by-71 array of numbers. 

Each line contains 71 𝑅01 values ordered west-to-east at NGC east from 0 to 700,000 m in 
intervals of 10,000 m. 

The 71 file lines are ordered south-to-north at NGC north from 0 to 700,000 m in intervals of 
10,000 m. 

These files are the input to stage 5 of the processing.  An example appears in figure C.16. 

D.3.4  Trend Map Files 

These files are named as: 
"TrendMap_<y>.txt" 

Trend maps have the same format as the interpolated maps described in D.3.3 above.  They 
are an output from stage 5 of the processing. 

 

D.4 Temporal trend files 

These files, presented in sub-directory TrendFiles, are named as  
Trend_E<e>_N<n>.txt 

where, as before, "e" and "n" are NGC east and north in metres. 

Temporal trend files are an output of stage 5 of the processing.  Figure C.17 is plotted from 
one of these files. 

Each temporal trend file contains a data line for each year from 1990 to 2015.  Each data line 
contains the following numbers separated by whitespace: 
 Year 
 𝑅01 extracted from the associated location in the associated interpolated map file,  
  (-1.0 from 2011 to 2015) 
 𝑅01 at the lower 95% confidence level 
 𝑅01 at the at the 50% confidence level, that is the least-squares fit to the data 
 𝑅01 at the upper 95% confidence level 

Setting 𝑅01 in the 2nd column to -1 after 2010 is simply to remove the plotted symbol from a 
graph in which 𝑅01 is plotted only for positive values. 

This sub-directory also contains a text file "TrendLocations.txt" list the 18 locations for 
which trend files exist, with their locations given as NGC E and N in km. 
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ANNEX E 

GAUGE LOCATIONS AND 0.01% RATES FOR EACH YEAR 

 

This annex reproduces plots of the 21 gauge-year maps.  These summarise the 𝑅01 values 
available across the UK for each year.  The large degree to which coverage varies from year 
to year was the main factor in deciding how to extract temporal trends over the 21-year 
period.  Ideally, 21-year sequences of 𝑅01 values would be available at suitably representative 
locations.  Inspection of the following maps shows that this is far from the case.  To produce 
21-year sequences at a given location would require gauge data from different locations, 
within a limited area, to be treated as though co-located.  This would require essentially 
arbitrary decisions in different parts of the country. 

It was thus decided to produce a spatially-interpolated 𝑅01 map for each year, each covering 
all of England and Wales.  This is a more systematic means to accomplish the same objective.   

Figures E.1 to E.3 show the gauge locations from which 𝑅01 values were extracted in each 
year.  The colour coding, which approximates to the rainbow sequence from blue to red for 
increasing 𝑅01 , is the same for each map.  The same ranges of 𝑅01 values are associated with 
these colours for each map.  They have been selected so that variations between gauges are 
indicated on a fairly fine scale, with range widths of 3 mm/h from 9 to 39 mm/h.  From 1998 
onwards a few gauges produce values above 39 mm/h, and these are indicated by a special 
magenta triangle for all such overflows.  

Although there is considerable year-to-year variation, it is possible to detect a rising trend in 
the  𝑅01 values from the increasing proportion of red in the colouring of successive maps. 
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Figure E.1   Gauge-year 𝑹𝟎𝟏 maps: 1990 to 1997 
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Figure E.2   Gauge-year 𝑹𝟎𝟏 maps: 1998 to 2005 
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Figure E.3   Gauge-year 𝑹𝟎𝟏 maps: 2006 to 2010 
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ANNEX F 

INTERPOLATED 0.01% RATE MAPS FOR EACH YEAR 

 

This annex reproduces plots of the 21 extended and interpolated 𝑅01 maps.  Compared to the 
map-year plots shown in Annex E, there are two differences: 

i) Each map is extended to cover the same 700-by-700 km square by an averaging process 
based on the nearest gauge results.  The objective is to provide stable values typical of 
the available data.  This is not the same as extrapolating from the data.  Extrapolation 
tends to preserve gradients at the edge of the data, which produces increasingly extreme 
values with increasing distance.  The averaging process produces the opposite result, 
with gradients settling to zero at increasing distance.  The value to which 𝑅01 stabilises, 
however, does reflect the nearest data. 

ii) Each map is then spatially interpolated.  This has little effect over the extended part, and 
tends to smooth the spatial variations in the area covered by gauge data. 

Details of the methods used in these processes are given in Annex C, section C.4. 

Figures F.1 to F.3 show the interpolated maps.  The colour-coding is the same as for the 
gauge-year maps in Annex E.  Comparison shows that the interpolated maps contain a 
smaller range of 𝑅01 values.  This is as expected.  The spatial interpolation to some extent 
reduces the location variability of 𝑅01 . 

The degree to which spatial variations are smoothed is adjustable.  The parameters given in 
section C.4 for this process are thought to be a suitable compromise between averaging 
instrumental errors whilst preserving the main features of regional variations in rainfall rates. 
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Figure F.1   Extended and interpolated 𝑹𝟎𝟏 maps: 1990 to 1997 
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Figure F.2   Extended and interpolated 𝑹𝟎𝟏 maps: 1998 to 2005 
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Figure F.3   Extended and interpolated 𝑹𝟎𝟏 maps: 2006 to 2010 
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ANNEX G 

TEMPORAL TRENDS IN 0.01% RAIN RATES 
 
Figures G.1 to G.6 show temporal trend graphs for 18 locations in England and Wales in 
alphabetic order of place name.  The National Grid References are to the nearest 10 km, this 
being the resolution of the interpolated maps from which the graphs are plotted. 

The gradient of each trend line is given in mm/h per year rounded to two decimal points. 

 
Figure G.1 Temporal trends at Aberystwyth, Birmingham and Bristol 
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Figure G.2 Temporal trends at Carlisle, Dover and Exeter 
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Figure G.3 Temporal trends at Holyhead, Hull and Keswick 
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Figure G.4 Temporal trends at Liverpool, London and Newcastle 
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Figure G.5 Temporal trends at Norwich, Penzance and Petersborough 
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Figure G.6 Temporal trends at Portsmouth, Sheffield and Tenby 
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